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Hitachi Vantara

Data Platform Integration

Ecosystem Integration ~N
Al/ Analytics Infrastructure Data Protection

VSP Platform

Centralized Data Management Unified Control & Visibility

Hybrid-Cloud : = . @ ; |c Assured Compliance
API Anywhere « JA\L _ - Policy-driven & SLA
VSP One Storage plugins Network & Compute plugins Private cloud plugins Public cloud plugins
VSP kubernetes aws
0 ~ C
momoonw 2 (& s 15,9,
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VSP 360 and Al Insight and Observability Service
Customers (2} @ers =

VSP 360
Control | Observe | Govern

Unified Control Plane

Third Party
Observability Tools

Third Party
Management Portals

-y }", ~1 —pmy |
Observability : Automation/Orchestration 3\\%

» Single pane of glass + Centralize monitoring + Cloud-like experience

* Persona based views + Alert reduction & correlation * Low code methodology

« Capacity, performance, assel inventory, + Self-healing » Standardize workflows
billing/chargeback » MTTD/R reduction + Vendor agnostic

* Hybrid cloud FinOps + Topology/service maps * Process automation

» Extensive reporting + Anomaly detection

-

Al Insight and Observability Services

HETEROGENOUS INFRASTRUCTURE INTEGRATIONS TECHNOLOGY AGNOSTIC
RedHat DelLENVC COMMVAULT @ kubernetes splunk> .mongoDB ‘ i‘Tmraform ANSIBLE

Cisco

bl ymware  BROCADE®  NUTANIN cifrix Cg{,op Gorenswirr  Wirtana £ crer }'puppet @& HITACHI

Ops Center Automato
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Hitachi is delivering integrations since 2010...
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Hybrid Al Platform Drives Real Outcomes

Observability built for humans doesn’t scale to Al

Greater
Operational
Resiliency

Maximize Enterprise

Performance

Optimize
Costs

-
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£ 7] Deep Telemetry i App Behavior Analysis  ::::  Integrated Agentic Al ::: Built-in FinOps
" Al-Powered Correlation zi Workload Balancing _'.-2':_}'._-'1 GPU to Application On-prem, Cloud Cost 16,000+ Metrics
o Automated Discovery '~ Wire Data to App 2% Fueled by deep insights == Capacity Analytics “.;“ On-Prem or Cloud
:;5‘;;"_.4;-}}'.'.'.'.'_-';;.'31 Milliseconds vs Minutes ey oo
o w
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Agentic Al — Faster MTTR - Lower Operational Costs
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Map your IT Infrastructure to your Business

Services

Auto Discovery and Service Views

*On-Prem or cloud Deployment Architecture

*End to End Topology Mapping (Infrastructure to
Application)

*Broader Library of 3™ party heterogenous coverage

* Agentless Asset Discovery

*Enhanced application layer observability capabilities

* Strong integrations with multiple vendor technologies.
Specifically, Brocade/Cisco Fabric/Network integrations
that underpin all other connected devices.

HITACHI

Belstedt Appiication - Fbre Channel Topolofy s of Febs 72, 2119 012575 PM £5T)
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Trend Matcher

&< G © Notsecure | hittps//dgsdstgvir0l.mcs.local = @ °
@ Hitachi vantara Analytics > Analytics Templates > New Event Advisor P® All Entities B : Michel Gonzalez ~
dgsdprdesx13.mcs.local More
(4
Run
)
(ED)
... Search All Connected Entities without Conversations (Faster) 99.80%
oo
Related Default w/o Conversations Topology (as of Mar 7, 2025 01:37:89 PM -05) il ar Q@ Q & [(] @ Export v
| ap Matches Correlations: | Positive (1) Negative (1) =
‘ o) z
ESX VM: 99.89% -
i?
VM CPU Utilization: 99.89%
N 1 G600 * Network Receive Rate: 11.66%
1
@ @ * Total Disk Read Requests: 11.59%
‘\-) * Disk Read Rate: 11.44%
FID128-1000889471ac57e8
UCP-Linux *  Network Transmit Rate: 8.78%
ESX Datastore: 20.17% -
@ * Server Read Rate: 20.17%
1
@ *  Server Avg Read |IOPS: 17.78%
*  Server Avg Write IOPS: 10.68%
FID128-1000889471ac5268 »  Server Write Rate: 7.79%
Storage Port: 18.89% -

Received Frame Rate: 18.89%

Write Utilization: 18.04%

* Transmitted Frame Rate: 17.26%

* Read Utilization: 15.02%
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Trend Matcher

" InPrivate im] % Device - Demo tenant - Everflex . X | @ Operations - Demo tenant - Ever’ X @ VirtualWisdom: dgsdprdvirO1 x V Virtana X -+ B (w) b4
= C © Not secure https//dgsdstgvir01.mcs.local t t t = r';'/\ o
@ HitaChi Vantal’a Analytics > Analytics Templates > New Event Advisor P All Entities : Michel Gonzalez ~

dgsdprdesx13.mcs.local More

—

() Search All Connected Entities without Conversations (Faster) 99.80%
— Related Default w/o Conversations Topology (as of Mar 7, 2025 01:38:14 PM -05) tl ar QR Q & [ @ Export v Miatches Cocralations o z s —

= { = Positive Negative (1) t—

<
o m ESX VM: 99.89% -
* VM CPU Utilization: 99.89%
e’ : -
T~
g @) @ (2x150) e ———
_IQ 120 .
> ®
FID128-1000889471ac57e8 @
UCP-Linux 60

Wednesday, Mar 5, 2025, 5:40:00pm, -05
® dgsdprdesx13.meslocak 7537 %

@ - R o dgscprvonc 100%

1 e a o 8™ & S

FID128-100088947 1ac5268 @ *  Network Receive Rate: 11.66%

@ * Total Disk Read Requests: 11.59%

VM CPU Utizstion
L)

* Disk Read Rate: 11.44%
*  Network Transmit Rate: 8.78%

ESX Datastore: 20.17%
* Server Read Rate: 20.17%

* Server Avg Read IOPS: 17.78%
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Al Infrastructure
GPU / ROCEv2
Network
Storage

Training Models

Machine Data
Servers
Virtualization
Hyperconverged
Storage

Network

Storage Network
Cloud

Applications
Traces

Logs
Containers
Cloud Services
Databases

Wire Data
Storage Network

Ecosystem Data
APM / CMDB / ITSM

HITACHI

The Deepest & Broadest Observability Platform

Client Environment

Public Cloud

On-Prem

Global View AlOps

Al Factory
Observability

Infrastructure
Observability

Continuous
Enriched Alarms
GenAl

Proactive

Automated Discovery

Hybrid deployment:

f

Application
Observability

Service
Observability

Optimization

and Remediation
Causal Analysis
Problem Detection

Dependency Mapping

Client Business
Outcomes

Operational
Excellence
and Resilience

Resource

Optimization
and Financial
Management

Continuous
Performance
Tuning

Accelerated
Innovation
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Data Collection

16,000 METRICS

collected from leading
infrastructure vendors

&

AM / CMDB /
IT5M

Hdynatrace

AppDynamics

servicenow

AGENTLESS

Data collected using
supported REST API
integrations

(==

Compute / Virtualization

vmware
Power VM —

o B, KWM

&R HyperV

HIGH FREQUENCY

Customizable polling

FLEXIBLE DEPLOYMENT

Container VIV

Hyperconverged/
Unified Infrastructure

>

@&

On-premises

Co-location

intervals ranging from

ACCURACY

Does not rely on
“average of averages”

1m to 24h like others do
Data Fabric / Storage / Storage
IP Network Network
BROCADE
Junieer O puresTorace Hewlett Packard
O—l = Enterprise
8 s i NetApp

® |

Cloud
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Ready-to-use dashboards for

Total Capacity and Cost Top Underutilized Storage Arrays

immediate cost optimization of ~ ‘
5 " qe-pure - 180168 e——— ¢ v

on-prem & CIOUd costs 21.56 G '

See who is using the most —

resources -

Enhance communication
and transparency, and
break down silos

Most Utilized Clusters

Top Clusters by CPU re Top Clusters by Memory e Top Clusters by Disk

Cluster izatis H uster Total Memory  Memeory zation % {3 Clust

16.57 G5 e |

75.78GB == | 26.15% 057 TIE wem | 44810%

Reallocate under-utilized resources
Dashboards for storage, VM compute, and containers to reduce infrastructure spend

HITACHI TACHI LATAM Partner Summit FY26
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Hybrid Cloud Cost management

(FinOps)

Hitachi Vantara

m Cost Managem

Cloud

FOVEITINCE October Cost

$181 v

Prolected Month Tota

$204,302

Cost Trend O

Last mont

nt Overvie\
704

/Y%

fS 10: $66,075

¢
H
i S
Y August

HITACHI

Cost Saving Opportunities

Y v Account : AWS (1), AZURE

Idle Resources (503)

You can save You can save

$4,674/mo $70,578/mo

Idle Resources Right Sizing
Q

Entity Cloud Region Account Current Type Proposed Type

LS g

® aws

© x

Py aws

@ >

L2 ~

L et

1 s

¢ By

Right Sizing Recommendations (253)

J Download W &S

Total Savings Available

You can save

$75,252/mo

Analysis Range: |

» v Projected Savings: $70,578 / mo

100 Entities Group by: Entity v

Projected Projected Change
sy s Policy ng 2

Proposed Cost i =
Savings Savings % Request

G & / mo
G 5
G
G
G
G

G
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On Premises Cost management

Himct i icati Cost
L Global View AppL.ICEtIIDFI Infras?ruc‘ture
e _ Monitoring Maonitoring @ Management @ @

Total Capacity and Cost Show More > Cost vs Used Capacity Trend Show More 3
m 600 $240.00k . B $174.3K
Deshbocnds — Current Cost .
Current Used Capacity vs Mar
@® Used 170.16 TB (37.72%)
400 $160.00k Total 169.48TB +43.22%
H Free 280.92 TB (62.28%) ol s R —
e ; +50.
Alerts 451 TB a "p i
August Cost ® Pure Storage 5.18TB +25.00%
37.72% Used g 200 $80.00k |
@ Dell EMC 0.08TB 0.0%
| (@ $1 74.3K
$1,024.36 / TB i - B
T S 0 $0.00k ® IBM - -
& @Y
Governance Dy
Top Overutilized Storage Arrays Show More > Top Underutilized Storage Arrays Show More 3
Storage At 80% Storage Aug Total
Array SumCoe: Liecl copies Lo Capacity Array Cost EReg Chpae L Capaci...
na-v3220-clus  $18.5K == | 40.79 % A >2 years ge-pure $5.5K 3ATB wessh 83.86 % R 31.41 TB
do-hg-na-clst  $150.2K mm | 3917% >2 years Isilon-Cluste $86.87 S5TB wmmm| 65.22 % A 0.23TB
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Policy-driven alert response for self-healing and
integration with existing IT service management
systems

Reduce manual, repetitive tasks

Container image-repo-test is not ready « Acknowledge  Execute Action v

Medium  Dural

| Target Entity Executed Action >

[ What Happened

= E se:  cantainer o on Successful

Last Activity (0) »
Related Alerts (0) B3 edit columns =

Repeat Entity
Entity Type
Count Y TP Name

Alert Deseription First Seen a Actions

Alert intelligence baked into the platform
for remediation and self-healing

HITACHI

Generate Policy With Copilot

B UploadFile  SavePolicy  Cancel

@ Youcan editor add more details (o recommendations generated by Virtana Copilt. Please note that some of the answers may be incorrec, incomplete or misleading,

You

Create policy to automatically send notification to slack channel of Production
Support team when any critical alert is observed

Copilot

To create a policy that automatically sends a notification to the Slack channel of the
Production Support team when any critical alert is observed, you will need to
define the following components in your YAML configuration:

1.

name: Assign a descriptive name to the policy that reflects its purpose, such
as "Production_Support_Critical Alert_Notification".

. description: Provide a detailed description of the policy, explaining its
function, for example, "Automatically notifies the Production Support team
via Slack when a critical alert is triggered”.

. criteria: Set the criteria to determine when this policy should be applied. In
this case, you can use "true” to match all alerts, but you may want to refine
this to specifically target critical alerts if needed.

. precedence: Assign a precedence value to the policy. A lower number
indicates higher priority, so you can set this to 1 to ensure it is processed
promptly.

Define policies using natural language wit
(@fe]o]1[0]

name: "Production_Support_Slack_Notification"
descriptiol "Automatically notify Production Support t
criteria: "true"

precedence: 1

category: "alert_response"

6. actions:

- type: "action"
criteria

webhook_url: "Add your slack channel url"
message: "Critical alert observed! Please check t

Execute Action

ent management

n for Alert and incident

vith incident and event

Self-healing through integration with orchestration platforms

ACHI LATAM Partner Summit FY26
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Key Features

End-to-End Transaction Tracing
Automated Root Cause Analysis
Intelligent Log Correlation
Synthetic & Availability Monitoring
Kubernetes Visibility

Hybrid Infrastructure Observability
Agentic Al Automation

MCP-Driven Context




TracePath (Transactions) & Trace Observability

Trace business transactions end-to-end
across services, clusters, nodes, and
network paths.

criang W

Identify where time is actually spent s
and which dependency drives user
impact.

(=

° Prioritize fixes by tying trace behavior

e [n iw

to business impact and service
health.

1o

shippingser.,,
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Automated Root Cause for Business-Critical Apps

Virtang

NW Engineering co

£ Global View

@ Container Obsery,
ability o
v

Infrastructure Op,
servability &
Cost Management

Alert Tracepath: Hi
oasgirds TrOLlJ!:%WH|gher request load resulting in latency for end users, Services were under... |
22 . Cf A'y;m — N Reduce MTTR from hours to minutes
= R e ° Automatically pinpoint the true root cause across
e i i i T e o, RN, o services and infrastructure.
C)) A Service Health Exceptions: L a V e e o ” e

ol Pk Protect SLAs and customer experience
e torage Performance Spikes: Significant peak storage access latency, which may be uting to the overall slowdown or application error . . Q H H

° Quickly identify which transactions, users, and
endpoints are impacted and why

Root Cause Analysis Fishbone

Analysls Catogory. = Detecte Coise. 1 = Syimptis: — Chuckat i lous B Lower operational risk and burnout
* Cut through alert noise and focus teams on the
few issues that actually matter.

cart-service / GET/cart api-gateway / GET/orders

performance Metrics A performance Metrics

R rce Metrics - Pod A Resource Metrics - Pod
esou -

i A Logs
Resource Metrics - Node

Events

A Infrastructure - Storage

HITACHI ACHI LATAM Partner Summit FY26 20



Log Analysis and Correlation

dependency context to pinpoint the

° Correlate logs with traces, alerts, and
failure chain.

Reduce false positives by clustering
related issues into one edherent
incident story.

Accelerate resolution by identifying
° the mostrelevant log signals for the
impacted transaction.

HITACHI

Pod CPU utiizasian -

Miw-345

Logs with Frrecs andd Exceptions

06 Jan, 15037 pm

. 06 Jan, 15037 pn
\og et 3 v.

Log o 4

Pod Memaey uig TeN

PTpe———y

ol O VO Laspacy

CHI LATAM Partner Summit FY26
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Synthetic and Availability Observability

Continuously test user paths to detect degradation
early.

Separate true downtime from localized failures
across DNS, network paths, and shared services.

Track availability and performance against business
SLAs with clear evidence.

HITACHI ACHI LATAM Partner Summit FY26 22



Kubernetes Observability

Map services to the Kubernetes resources and
runtime dependencies that govern performance.

Cuberretns Summany

Identify contention and instability that
traces alone cannot explain, including
noisy neighbors and throttling.

_&
Connect pod and node conditions to the
transactions they disrupt.

tadeneiiond Pody Samey

HITACHI ACHI LATAM Partner Summit FY26
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CoPilot Agentic Al

HITACHI

Root Cause Analysis

Querying Alert and Telemetry
Data

Writing Event Correlation and
Enrichment Policies

Creating Automated Response
Policies

Interacting with other Al Agents
using MCP Server

Documentation Questions / How to?

Generate Policy With Copilo

You can edi
OU can edit or add more details to recomm
S T T endatic

Please no

o Copilot

Hello! I am Copilot (v1.0.1524 beta), here to assist with generating
g

. alert polici r i
Yyou can just ask (or type 'help' as a shortcut) Tt policies. For a complete listing of my capabilities

Pleas / ¢ i
lease note that some of my answers may be incorrect, incomplete or misleading.

How can | help?

You

‘When you see an alert that VMs tagged Checkout are at 80% CPU create a JIRA ticket to increase CPU, once the ticket is
approved make the change.

Copilot

The consolidated policy includes conditions for creating a JIRA ticket when CPU utilization for VMs tagged "Checkout”

reaches 80% and executing the change once the ticket is approved.

ame and a detailed description reflecting its purpose. The criteria ensure it targets alerts

The policy will have a unique n
Ids. The category is defined as "alert_response,”

specifically related to Checkout-tagged YMs with CPU utilization threshol
indicating that the policy manages responses to alerts.

uest to create a JIRA ticket when the CPU utilization criteri
and description. The s cond action will also be an

responding JIRA ticket is approved, detailed with

i ill tri € a are met. It
For actions, the first action will trigger an HTTP req al
ameters for the JIRA ticket such as project key, summary,

will contain par
ecute the CPU increase on the VMs once the cor

HTTP request but will ex

necessary parameters
policy enhances he management of alerts rela ed to CPU usage for specific Vi y facilitating timel
ic ances the Jud ) 1t U usage for spect WMs by facilita ly

overall, this .
actions based on their status.

responses and

) U '
B UploadFile  saye Policy  cancel

name: "Manage,
description:
criteria
category
precedence
action:

criterd

action_name
provider_name:

Authorization: ¢<<JIRA_API_TOKEN>>
Content-Type: application/
endpoint: "JIRA endpoi
data:
fields:
project

action

criteria:

Pictured: Agent for creating automated response policies

ACHI LATAM Partner Summit FY26
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Al Factory Observability ol Ve Al

Performance Management Cost and Capacity Management
virtana . Virtana Green £ Global View () Container ' {dempdduicanas®m & ypunSoimen: ©
Configurations e PR
GPU / ROCEv2
1& Metrics nasl?«;ards T
@ A
- Training Models Dol e
On-premises N s
Storage / Storage Incidents -
Co-location Network Topology
[ &Y
Fan ((:-FE) Changes =
Cloud Compute / s
V|rtua||zat|0n Ser\nce Maps An"_".m
25 &1 '
1
Data Fabric / Tiers . ff
IP Network S
FULL-STACK Al
DYNAMIC TOPOLOGY INCREASE SERVICE RESILIENCE DRIVE COST EFFICIENCY ENSURE OPTIMAL Al INFRASTRUCTURE
Automated discovery & Fast, accurate root cause Visibility into GPU capacity, WORKLOAD PERFORMANCE OBSERVABILITY
dependency mapping eliminates analysis & automated energy usage, and application- Insight into Al workload timing, -
, . . L Observability for all layers of
blind spots remediation level expenses contention & production impact T

ACHI LATAM Partner Summit FY26
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HITACHI

Everflex Al Data
Hub as a Service

Italo Cocentino
Hybrid Cloud Sales Leader

Al Data Hub



What is Al DataHub as a Service?

HITACHI

Hitachi Vantara Why HitachiVantara  Products ~  Solutions ~  Services ~ Partners + Q&

EverFlex AI Data Hub as a Service

Empower self-
service Al data
preparation

Enhance data operations and speed Al innovation while reducing cost and complexity of your

EverFlex Al Data Hub as a Service

Explainer Video distributed data landscape with Hitachi EverFlex.

Calculate TCO —

Watchvideo —

https://www.hitachivantara.com/en-us/services/infrastructure-as-a-service/service-catalog/everflex-ai-data-hub-as-a-service
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... an Offer from our Everflex Catalog

Domain

Purpose

Key Products /
Building Blocks

Typical Use Cases

Storage Services
(STaas)

Compute as a Service
(Caas)

Data Protection
(DPaas)

Ransomware
Recovery Services

Al Data Hub
as a Service

HITACHI

On-premises block, file, object as well as
software defined storage (SDS)

VSP One (block/file/object),
HCP - Hitachi Content Platform (object)

Databases, structured & unstructured
data, application data, archival/object,
multi-vendor observability

Elastic compute for bare metal, VMs,
containers with integrated networking

Supermicro Compute, Cisco UCS Compute,
Cisco Nexus/MDS networking, Brocade SAN

VM farms, container platforms, hybrid
cloud

Managed backup, DR and cyber-resilient
protection with defined RPO/RTO

Hitachi Data Protection Suite +
Commvault/Veeam; immutable copies

Operational recovery, compliance,
ransomware recovery

Detect, protect and rapidly recover from
attacks with immutable data copies

Immutable snapshots; HCP; automated
recovery playbooks, Cybersense

Critical app recovery, air-gapped
protection

Al-ready lakehouse with data virtualization
and governed access

VSP One Block, Object, Cisco UCS, NVIDIA
GPUs & Networking; Hitachi 1Q Series,
Zetaris Data Hub

Virtual Data Warehouse, Streaming
Analytics, Data Governance, Al/ML
Enablement

HITACHI LATAM Partner Summit FY26 28




... a Part of Hitachi DataLake House...

HITACHI

Hitachi Data Lakehouse

Reference Architecture

a Data Driven :11 T @ e {5r Ty "W
. T, i ..I\I ] = o I = JE, :
Business -Ff-v- wo = o ¥ % allo~..
Use Cases and Chuality Z80 degresa  Reporting and  Stategic  Mew Busineaz Data AlDriven Al Driven
Outcomes Datassts  Oossrvabilty Analysia Anzhyais Rewsnus Monstization Revenus  Ineights
Data Data Data Science Data
E Warehouse A ] [ Preparation * "‘ ] & ML 4 ] Products ".‘
"c_’::r L h
m A e Hils P t i =k Starbur
@ = = rno = Starburst
= @ Compute (,pp == )or BYQ
5 g Gain Insights ( Ta M"" ) Sﬂmﬁ ! PostgreSOL
e § = g : -
< _ Q sl Redhat OpenShift Container Platform D
o = -
Q S v VA v
5 3 w
_ (431 i B {{CEBERG 55 Tables i r' |
o = a | : L -
- © Storage | Block mal P @| | File ﬁ |
o = | "= | 4| Object & |« | ]
= | *’
o A A
S : .
- 1 =% o oooo ooogO
Load, Stream, et Q @ o
- ETL, Prepare '@::j}: Ty oooo @
5 ' Ewsnt Bazed Data Structursd Data  Semi-Structursd Data  Unatructured DE‘IE.J

Improved
Collaboration

Compliancs

va

@:) -

&

-‘{%_apﬁ.aem % 20UBUIDAOE)
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a Replacement for some Pentaho use cases...

—
Data Driven % @ N 2 —
H () : e - - /AN =
Business <(,Q)> = @ % ' |]|]|] 29g, B
Use Cases and Quality ~ 360 degrees Reportingand Strategic New Business Data Al Driven Al Driven Improved  Compliance
utcomes Datasets Observability Analysis Analysis Revenue Monetization Revenue Insights Collaboration
Data Data Data Science Data
e Warehouse A ] [ Preparation * * ] [ & ML 4 ] [ Products va v A
o
=+ 4 N\ CD
@) 0 Al Data Hub l‘/‘ ; 2l
() b C > trino = ¢ Starburst @)
= ompute ( L App =< i Q
.(C) g Gain Insights ( T = %ﬁ»® ) or BYO Spar @ PostgreSQL (R
>
= -: { 0 c \
<< _ Q [ | O Redhat OpenShift Container Platform Y 2
Q = @)
O ® v A v A v A o)
C — Qo
O s [ - . |
= [ : {ICEBERG 53 Tables ; { ; —
o 4 i = il 2 L D | =%
D ®© Storage i Block )i i U i File =p) | ol
! 7 | i i ] 7 !
o 5 ; j 4 Object ; ; s!
E : : - ol
o A A A ®
© - .
% L d St = Data;:b QOD g EEEE nnnnn Al Data Hub
ETL, Prepare = Egja 9 s © oooo & P =
L Event Based Data Structured Data Semi-Structured Data Unstructured Data) :
~—
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... a Way to reduce Customer TCO for Al projects...

Assumptions Without Al DataHub 'With Al DataHub
DBU License Costs* An average of $300,000 $3.6M $1.2M
Databricks DBU per
month
EC2 Compute Costs* An average of $600,000 $7.2M $3.6M
AWS EC2 per month
Storage Costs** Amazon S3+MinlO $3.5M (est) $2.0M (est)
current
Labor Cost** Current manualvs. auto | $2.0M (est) $0.8M (est)
pipelines, no data
movement
Other Operational, Improve on current $3.0M (est) $2.0M (est)
Support and significant data/app
Maintenance Costs** sprawl, + efficiencies

In total, $9.7M estimated cost savings annually.

Value Engineering/TCO team to validate the Storage, Labor and Other Operational, Support and Maint costs

HITACHI
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What is DataHub as a Service? (ChatGPT)

Good question & — it sounds like marketing buzz until you peel it apart.

Here's the plain-English version:

Al Data Hub as a Service = A Managed Data Environment for Al & Analytics

e Think of it as a ready-to-use data platform that a vendor (like Hitachi Vantara) hosts and runs for you.

* Instead of you building your own data lake, pipelines, governance, compute clusters, GPUs, storage, etc.,
they bundle all of it and deliver it as a service (like renting, not buying).

* |t's designed to make data “Al-ready”:

* collect data from different sources (databases, files, SaaS apps, sensors, cloud, on-prem),

* clean and organize it (governance, security, quality checks),

* and then let you analyze it or feed it to Al/ML models — without heavy manual plumbing.
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The Al Data Hub Journey

Al Data Foundation Data Readiness & Preparation Governance & Enterprise Outcomes

Reduced Data Movement | Lower Infrastructure Waste | Platform Rationalization | Predictable ROI

Financial
Outcomes

TCO Reductionis not a phase -> It’s a Continuous Outcome
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The Al Data Hub Advantage

Traditional Data Pipelines Al Data Hub

On-Premises Cloud Storage Cloud DB SaaS App On-Premises Cloud Storage Cloud DB SaaS App API

= ®8Se®
4

VS b = \tz
° &\_
Al /ML BI ANALYTICS
i R L @@ QEE
. @ C [O=] M~
LU m ——
* Data Silos * Unified & Governed Data
* Complex Pipelines * Fewer Pipelines
* Variable High Cost * Cost Efficient

HITACHI HITACHI LATAM Partner Summit FY26 34



Industry Specific Al Data Preparation

(( )

PN
000

@%% i
Healthcare Financial Services Telecom Information
Technology

Early Disease

. Credit Scoring Predictive Maintenance Market Basket Analysis Incident Management
Detection
Digital Care Loan Analysis [l ok Next Best Over Capacity Planning
Exchange
Cardiac Pathways Anti-Money Laundering B S i e Configuration Drift
Management Value
Specialists Referrals Credit Fraud Truck Roll Reduction SupplyChain Process Automation

Optimization

Al Data Hub industry models shift enterprises from data engineering-heavy architectures to outcome-driven Al platforms—delivering
governed, Al-ready data across the hybrid cloud, with support for 18 industries. Additionalindustries are life sciences, insurance, manufacturing,

government and public sector, transport and logistics, rail and water utilities, energy, construction, education, defense, media and content,
entertainment and gaming, and human resources.
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Workshop Methodology

Outcomes
@ Operational Efficiency

’0 - .
l‘ Customer Satisfaction

o
9/ Revenue Growth
il
Risk Reduction

Activation Foundation

=%

/QL k;f Operationalize for
L a o Business Use

Align to Business

. . Align to the Foundation
Align ol Outcomes _ Activate the Data . * Align requirements to target
* Define target business * Assess data requirements across architecture and platform
outcomes, cost, risk, efficiency enterprise sources - P
*  Align stakeholders on success > IR el CELImEiD e « Align infrastructure, security, and
metrics and KPls prioritized use cases governance model
* ldentify measurable outcomes ) '%igt';ggg;aniae%ss’ LY 568, * Plan deployment, operations, and
Outputs g lifecycle management
* Top 3to 5 outcome-aligned use Outputs ' Outputs
cases * Data readiness snapshot * High-level architecture blueprint
s Definedisuccessikitisiandyatue vastserolccialnooRie s Plagtform and service alignmgnt
targets * |ldentified gaps and remediation - .
actions * Initial execution scope
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Workbench

= : e @) LA
@ 8‘%@ ] 9 ' P—:L/‘ (- L3 © 2 BEN.TZANNES@ZETARIS.COM ~

NDP Fabric Schema _Data Query Virtual Data NDP Access User Roles &
Bullder Store Catalog Builder Data Mart Lineage File System Control Management Permissions
Data Sources Data Pipelines Name loan_crm_analysis ® validate B Save [l Clear Model
£ Data Containers v + SQL + Sources + Sink + RAG <+ Others
< & - semantic_layer_definitions (6) © % Ki A3 V@
.| i i 3

B e M B A BLOB_BANKING.Crm_events_all [ R

B8 - client_master_validation Q @ =: Name Type . Embedding | > x|

BB - customer_master Q @ =: © dient id string _\‘ \“ -

BB - employee_hours_worked Q @ = 2 LLM Tokenizer ) o§o ® |

BB -loan_crm_analysis Q @ =: @ account_id string ‘ ») EE 5

oo . = = combined_ta ® ®)
BB - patient_observations_report Q [ = ® tie stfing f LLM o R ‘ .
projection_0
@ row. id string te VS Sink -
date_received strin
© i e & VS Search
@ product string
® sub_product string
@ issue string
@ sub_issue string L4
A AZURE_MSSQL_BANK.Loan P =X
M rancumar ~ramnl etrina
Columns Filter Preview (projection_0) v
client_Iid account_id £ type row_id date_recelved { product sub_product issue

C00000404 A00000330 User 720 20/2/2019 Credit card v Delinquent accour
C00000404 A00000330 User 1863 2/11/2020 Bank account or service Checking account Account opening, ¢
C00000404 A00000330 User 17332 15/12/2017 Bank account or service Savings account Account opening,
C00000404 A00000330 User 23012 24/5/2020 Bank account or service (CD) Certificate of depc Account opening, ¢
C00000403 A00000330 Owner 1340 17/5/2016 Credit card Credit rep

Total: 3130, Elapsed: 2.671s | Latest result: [Eaare
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Data Discovery and Catalog Management

I = i 2o |
&4, 5 No & BEN.TZANNES@ZETARIS.COM

NDP Fabric Schema Query Virtual NDP Data Access User Roles &

Builder Store Builder Data Mart File System Pipeline Control Management Permissions
E File Sources (~] Table Metadata Tags Metadata Change History Metadata Search
Virtual File Sources - (8) i} 5 "
lient 0 0B - - 4
& AWS S3 (2) clien ytes [==] [+] =
e ZUREELOB) disposition 0 0 Bytes -0 - @ (+] =
& - BLOB_BANKING (14)
& - BLOB_MEDICAL (11) disposition_update 0 0 Bytes -0 - B8 [+] =
& - HCP_FILES (2)
& - NETWORK_FILES (14) district 0 0 Bytes -0 - B o =
& - RAW_STORAGE (20)
& - SALESFORCE_CRM (7) loan L 0 Bytes -0 -8 O =
#= Database Sources @  luxury_loan_portfolio 1,678 407.25 KB 21/11/2024 © - B (+] =
Virtual Database Sources - (17) <11 > 2 &
orders 6,471 286.27 KB 21/11/2024 © - B o =
X, - SNOWFLAKE_BANKING (8)
. - SNOWFLAKE_MEDICAL (9) student_performances 0 0 Bytes -

X - TERADATA (2)

Tags and Descriptions have been auto generated H
&, - TERADATA_CLOUD (0) transactions 1,056,320 103.27 MB 21M11/2024 © - B [+] ¢ ¢ =

p——

X - UNIVERSITY_DATAWAREHOUSE (11)
UNIVERSITY_DATAWAREHOUSE.student_performances Column Metadata
X, - zetaris_auditlog (10)

&, - zetaris_metastore (128) Column Name Data Type Constraints Statistics Tags Description
gender string NULL - Ol o The gender of the student ‘?“
Taralatnicity s NULL - Ol o The raceethnicity group of the student @
parental level of education string NULL - Ol o The htghesi level of education attained by the students parents

Type of lunch the student receives standard or freereducedé

H i il
lunch string NULL O Lu (+] &
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Data Sources Data Marts Name: student_360 Description: §

Data s ° Data Security

ata Marts - (5) © o ~ UNIVERSITY_DATAWAREHOUSE.Student_performances | |

& - customer360 (7) @& WL ORI student_performances ~ UNIVERSITY_DATAWAREHOUSE.Account

&-HR_USL(4) & Virtual Column Real Column Data Type VTR ol account

& - patient_360(8) ® gender gender string Virtual Column Real Column Data Type

& -student_360(4) ® race_ethnicity race/ethnicity string account_id account_id string

& - supplier_360 (5) & parent_educatic parental level of education string district_id district_id int
lunch lunch string frequency frequency string
test_preparatior test preparation course string parseddate parseddate timestamp
math_score math score int year year int
reading_score reading score int month month int
writing_score writing score int day day int

SRSV DAL ANCECINGEY A Semantic_layer_definitions.Loan_crm_analysis

\LOCIRELC BALANCES _INPUT

\LUEIRELIEEE loan_crm_analysis

Virtual Column Real Column Data Type Virtual Column Real Column Data Type
date date timastamp client id client_id string
balance Ralance ot account_id account_id string
product_id product_id double type type string
customer_id customer_id bigint row_id row_id string

= date_received date_received string
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Supported Data Sources

 File-Based Data Sources:

Relational Databases (RDBMS): + CSV, Excel, XML, JSON, Parquet, ORC, Delta, Avro
* Connects to any database with a JDBC API (e.g., Oracle, SQL Server, « Connects to files on local/network drives, AWS S3, Azure
PostgreSQL, MySQL, Snowflake, Redshift) Blob, and other object stores
* Supports direct query pushdown for optimal performance .
» Streaming Data Sources:
NoSQL Databases. . + Connects to Apache Kafka and other streaming platforms for
* Integrates with NoSQL sources that offer JDBC connectivity (e.g., real-time analytics

MongoDB, Cassandra)
« REST API Connections:

» Supports integration with RESTful APIs for custom data
sources

Cloud Data Warehouses:
* Native support for cloud platforms like Snowflake, Databricks, AWS
Redshift, Google BigQuery, Azure Synapse

« External Metastore Connection:

t@ » Hive Metastore, AWS Glue Metastore for schema
QR EREE management

4

PostgreSQL cassandra

@ . .
™, . teradata. 34% snowfloke @ HitachiVantara
MySQL g

hr
databricks SQLServer N)NETEZZA .amazon .mongoDB@
SQthe REDSHIFT

ORACLE Greenplum  VERTICA




From Power to Productivity: Optimizing Tokens per
Megawatt

* Al performance is now limited by power and = ] .
infrastructure—not just models—making I o Right-sized GPU
tokens per megawatt a key efficiency metric. -{ | | 101 Processing

s 101 01 01
* Poor data management wastes energy and o o8 & Stream 10?&0101(1)010101 .
compute by moving and reprocessing = 10101(1)(1)(1)0101010010?8?31]0]01 Al Data Hub
1010101010100 Vi0retio,, conn . @@
unnecessary data. loT Devices 12)?2)(1)(1)0101 013?3?},?323(}33?8?3‘11’3‘}3‘};‘13?3( %{ﬁ'@mm;ﬁ SuI0T010iGigisy
10101010101010 10101010101(1)%! - ) ‘q 1010100101019,
o . . . - — 10101010 )10101010101010101010101
* Providing only filtered, virtualized, == 101 0101%?(1)%(1)(1)?(1)%mggﬁﬁéﬁéﬁéﬁ{ o' 10101010101010101010%0 e
high-value data to Al models reduces waste Filters 10(1)?(1)?(1)(1)0101010 oa%%%?},%%ﬁ%ﬁéﬁ%ﬁ! :
. . . . 1 (
and increases productivity per unit of power. =5 11010101010(1)%%%101%%%%1%0118;8’1‘&
i S=0 s 0101 101010 01010
010177 10101 110"

. Thic bli 0 1
Thls improves Al ROl and lgwers total cost "“!" e 101()1011 0101010 Data Readiness Data Prep _ -
without adding power, cooling, or = |u = 10010 HitachiiQ
infrastructure.

Structured Data

« The result is measurable cost and energy [1 Simplifies adoption of GenAl and Agentic Al Use Cases
savings, especially in hybrid cloud o
environments where efficiency drives scale. AP
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Business Outcomes Driven by Real
Hitachi Data

Al Data Hub unifies live IT system data with generated document intelligence to optimize incident resolution, enable
proactive IT operations, and enforce governance—without creating more data sprawl.

Data Sources Cistant

Business Outcomes

B me helix servicenow A Incident Resolution Optimization

Using incident, task, asset, and worklog data,
show incident volume, average resolution time

(MTTR), and number of affected assets grouped by

service and operational region for the last 30 days.

4:30 PM

Data Virtualization

Here is a summary of incident performance by service and region.
Metrics include total incident count, average mean time to resolution,
and number of impacted assets over the last 30 days.

@ Proactive IT Operations (AlOps)

e N| T e
184 26 97

¥ Knowledge Automation & Self-Service 76 49 122
Network Services EMEA 12 38 214
End-User Computing  APAC 205 19 301

Identity Services  Global 54 21 63

@ IT Asset & Configuration Intelligence

Al Data Hub

# Audit, Compliance & IT Controls

Qp:your message or use /GEN WORKFLOW...
—

Disparate Data 3 Business Outcome

2 /irtualized Data Mart Achieved

Sources
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Al Insights e Observability

Al DataHub as a Service

Iltalo.Cocentino@HitachiVantara.com
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